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Notation and Symbols

General Notation The input consists of n - n images denoted X* where s is
the sample index. We will omit this index when the context is clear. Often,
we will need a vectorized (or ‘flattened’) representation of X and all other
N n matrices: we turn those matrices in n? 1 vectors through stacking all
rows one after the other, and transposing the result. The resulting column
vector is denoted with a lower case letter, e.g., vec, X" = x. We reverse this
operation to show the vectors as 2D images in figures. An index | into the
vector which results from vectorizing a 2D matrix, denoted a ‘vec-2D’ in-
dex, runs from 0 to n? 1. The corresponding indices in the 2D matrix are
given by i =div,l, n" and j = mod,l, n”, with div integer division and mod the
modulo operator. The row i of a matrix B is denoted B; . ; the column j is
denoted B, j. denotes the complex conjugate.

Complex Numbers For a complex number z:

7=1R ,iz =127 (1)

q b
withr,z" = jzj = 2% ,z¢ = zz and \,z” = arctan,z, zr” with arctan the
four quadrant arctan. r,z” is called the magnitude of z, and \,z” is called

the phase. The inverse of z is given by: z 1 = 28, j A

5 i
For a vector of complex numbers z = »z, J, JZn 1C;JJAZ€ use the following
notations: for its magnitude we use jzj = z Tz = 22 The magni-
tude of an individual component is denoted r,z;” = jzjj = j,z"jj and for
the phase of a component we use \,z i Overloading the notation, we use
r,2” =»r,20", ,r.Zp 1" = »Zoj, ,jzn 1. for the vector of the magni-
tudes, and \,z" = »\,2¢", ,\,Zz, 1”. for the vector of the phases of each
component of z. We also define el\+Z" = »el\-20"  ¢i\uZn 1" “When using
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the components of z to create a diagonal matrix, we thus have:

diag,,z” = diag,,r,,Z”” diag”ei\,,znu (2)

Table 1: Symbols

Parameters:

n input image dimension (n  n)

d dimension of the kernel (d d) (used if smaller than
input image)

P number of classes

_ learning rate

Entities:

kernel (n n)

vectorized kernel (2 1)

weight matrix (p  n?)

mode (p  n?)

matrix of left singular vectors (p  p)

matrix of right singular vectors (n? n?)

matrix containing singular vectors (p  n?)

matrix containing effective singular vectors (p  n?)
matrix of vec-2D Fourier transform (n? n?)

Or»rn<Cczs~X



Contents

Introduction and Overview 15

1 The Interplay Between Dataset Structure, Network Architecture

and the Evolution of Learning 23
1.1 On Dataset Structure . . . .. ... ............. 23
1.1.1 The Dataset as Points in a High-Dimensional Space 24
1.1.2 Linear Separability . . ... ............. 25
1.1.8 The Dataset as Samples from a Distribution . . . . 25
1.1.4 Low-Dimensional Manifolds . ... ........ 26
1.1.5, PCAandLDA. . .. ... ... .. ... ...... 28
1.1.6 Fourier Analysis . . . .. ... ............ 32
1.1.7 Principal Components and Fourier Spectrum of Nat-
ural Images . . .. ... Lo Lo L 35
1.1.8 Locality, Hierarchy and Compositionality . . . . . 37
1.1.9 Ontologies . . . . . . ... .. ... ......... 38
1.1.10 Invariance . . . ... ... ... ... ........ 38
1.2 On the Role of Neural Network Architecture . . . . .. .. 39
1.2.1 The Neural Network Zoo and Fully Connected Net-
works . . .. L. 39
1.2.2 Deep Networks Relate to Hierarchy and Composi-
tionality . . ... ... ... ... ... 40

1.3

1.2.3 The Convolutional Neural Network Architecture . 41

1.2.4 Convolutions relate to Locality and Translation Equiv-

ariance . . .. ... e e e e 44
1.2.5 Pooling Relates to Translation Invariance . . . . . 46
On the Role of Gradient Descent . . . ... ... ... .. 47
1.8.1 GradientDescent . . ... ... ........... 47

9



10

3

4

CONTENTS
1.3.2 Generalization and Regularization . ... ... .. 47
1.3.3 Lazy and Rich Learning Regimes . . . .. ... .. 49
1.3.4 Regularization and Gradient Descentin Linear Mod-
els. . .. 50
1.3.5 Analysis of the Learning Dynamics . . . ... ... 52
1.3.6 SimplicityBias .................... 54
1.3.7 FrequencyBias . ................... 56
1.4 |Interpreting Deep, Non-LinearCNN . . . . ... ... .. 57
1.4.1 Feature Visualization . . . ... ... ........ 57
1.4.2 ShortcutlLearning. . .. ... ... ......... 59
Linear CNNs: A Mathematical Theory 61
Properties of the Datasets and Their Statistical Structure 63
2.1 The Statistical Structure ofaDataset . .. ......... 63
2.1.1 Singular Value Decompositions . . ... ... ... 63
2.1.2 Statistical Structure of the Dataset . . . . . ... .. 64
2.1.3 Eective Structure . . . ... ... 67
2.1.4 What the Statistical Structure Does Not Capture . 67
2.2 Overviewof DatasetsUsed . . .. ... ........... 68
2.2.1 PureCosinesDatasets . ............... 68
2.2.2 SumsofCosinesDatasets . . ... ......... 68
2.2.3 GeometricShapes . ................. 69
224 CIFAR-10. . . ... .. .. 70
The Constrained Structure of Linear CNNs 73
3.1 Architecture of the Shallow, Linear CNN . . . . . ... .. 74
3.2 The Vectorized2DDFT . .. ... ... ... ....... 75
3.3 Convolution-Equivalent Weight Matrices . . . . . ... .. 76

The Structure of Linear CNNs After Training with Gradient De-

scent 81

4.1 Exploring Trained, LinearCNN . . . . . ... ... .... 84

4.2 Minimal Norm Solutions for Linear CNN . . . . ... .. 92
4.2.1 Exact Solutions for Decoupled Modes . . . . . .. 94

4.3 Detailed Proof . . . .. ... ... .. .. ... 95



CONTENTS 11
5 The Dynamics of Learning During Training 103
5.1 Exploring the Dynamics of Learning . . ... ... .. .. 104
5.1.1 Rapid, Stage-Like Discovery of Dataset Structure . 104
5.2 The Equations Underlying the Dynamics of Learning . . . 107
5.2.1 Comparison with Fully Connected networks . . . . 109
5.3 Full Derivation of the Equations . . . . . ... ... .... 110
5.3.1 Gradient Descent for the Convolutional Layer . . . 110
5.3.2 Gradient Descent for the Fully Connected Layer . 111
5.3.3 From Discrete Gradient Descent to Di erential Equa-
tions . . ... 111
5.3.4 Interpreting the Gradient Descent Equations in Terms
of the Dataset Structure . . . ... ......... 112
5.4 Alignment and Balanced Weights . . . . . ... ...... 114
6 Analytical Solutions for the Evolution of the Predictions 119
6.1 Analytical Solution for Datasets of Pure Cosines . . . . . . 119
6.2 Full Derivation of the Analytical Solutions . . . ... ... 122
7 The Dominant Frequency Bias 125
7.1 Implicit Bias Towards Dominant Frequencies . . ... .. 125
7.2 Full Derivation of the WTA Equations . . . .. ... ... 128
8 Experiments with More General Datasets 131
8.1 ExperimentalResults . ... ... .............. 131
8.2 Details of Experiments . . ... ............... 136
8.2.1 Pure Cosines Experiment . . . ... ........ 136
8.2.2 Dominant Frequency Bias Experiment . . . . . .. 137
8.2.3 Geometric Shapes Experiment . . ... ... ... 137
8.2.4 CIFAR-4 Experiment . . ... ........... 138
9 Experiments with Deep, Non-Linear Networks 139
9.1 Evolutionoftheloss .. ... ................ 140
9.2 Evolution of the matrix A for Deep, Linear CNN . . . . . 141
9.3 Evolution of the matrix A for Deep, Non-Linear CNN . . 143
9.4 |Interpretation oftheResults . . ... ............ 145
9.5 Details of the Experiments . . . ... ... ......... 148

10 Discussion of Part | 149



12 CONTENTS

Il Deep, Non-Linear CNN: An Empirical Study 155
11 Interpreting the Activation Patterns in Deep,
Non-Linear CNNs Using Ontologies 157
11.1 Imagenet and the Wordnet Tree Ontology . . . . ... .. 159
11.2 Concept Dedication and Concept Specicity . .. ... .. 161
11.3 Dedication Study for VGG16, Imagenet and Wordnet . . 164
12 Neural Atlas: Interpreting the Physical Network Structure 167
12.1 Node Similarity . . . . ... .. ... .. .. .. ... ... 168
12.1.1 Functional Connectivity . ... ... ... ... .. 168
12.1.2 Force-Directed Self-Organization. . . . . ... .. 170
12.2 Self-Organization Across the Network . . ... ... ... 171

12.2.1 Coupling the Self-Organization Between Layers . 171
12.2.2 Assessing the Quality of the Self-Organized Lay-out 174

12.3 Neural Atlas for VGG16, Imagenet and Wordnet . . . . . 176
12.3.1 NeuralAtlas . . . . . . ... ... 176
124 DIiSCUSSION . . . . . . . 178

[l In-Vitro Networks of Neurons: A Biological Perspective 183

13 Activity Analysis of In-Vitro Cultured Networks of Neurons 185

13.1 Measuring Neuronal Activity . . . .. ... ... ...... 186
13.2 Spiking Frequency and Synchronized Regions . . . . . .. 187
13.3 Burstingpatterns. . . . ... ... ... ... .. 189
13.4 Details of Experiments . . . . ... ... ... ....... 191
135 Discussion . . . . . . . ... 193

IV Conclusion and Outlook 195

Bibliography 201

A Appendix 215
A.1 (Left) singular vectors of Y* and ** and class coherence 215
A.2 Multi-Channel Convolutions . . . . .. ........... 216
A.3 Internal Representational Similarity . . . . . ... ... .. 219

A.4 Convolution and correlation: notes on ipping the kernel . 221



CONTENTS 13

A.5 Orthogonalityof Cosines . . . .. ... ........... 223
A.6 Symmetries of the 2D Fourier transform for real-valued input224



14

CONTENTS



Introduction and Overview

While | was writing this thesis, OpenAl launched GPT-4 (OpenAl, 2023),
the latest version of the neural network behind the well-known applica-
tion ChatGPT. While not the rst spectacular achievement in the eld of
Al, GPT-4 seems to be the rst arti cial neural network that truly cap-
tures the imagination of people around the globe. In a couple of weeks, or
even days, the attention for arti cial intelligence exploded. The debate is
still ongoing as to whether the development of this GPT (Generative Pre-
Trained Transformer, Radford et al., 2018) model is a step in a good or
rather frightening direction (Bender et al., 2021). At the heart of the de-
bate lies our lack of understanding about the inner workings of transformer
networks. In general, a popular opinion on neural networks is that they are
“black boxes', and that we are fundamentally unable to understand what and
how they learn. While we might not fully understand transformer models
(yet), I believe this statement is wrong in general. The way neural networks
work canbe analyzed and understood. Given the increasing importance
of neural networks in our daily lives, understanding those networks to a
su cient degree also seems paramount: to ensure their safe and fair appli-
cation, to increase their e ciency, and to maximize the bene ts we could
obtain from their use. In this thesis, we add some new insights to the inner
workings of neural networks. We speci cally analyze the interplay between
the structure of the dataset the network is trained on, the network's archi-
tecture, and the evolution of how it learns. These aspects are often studied
in isolation, but focusing on their interaction yields surprising new insights
about how neural networks actually work.

Before transformer neural networks took the stage, convolutional neural
networks (CNNs) (LeCun et al., 1998) were the networks of choice for
tasks involving images. Today, a lot of applications of computer vision in

15
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industry still have CNNs at their core. The “convolutions' used in CNN
are speci ¢ mathematical operations that render the networks well suited
for the processing of images. In fact, the design of these networks is in-
spired by the human visual cortex (Fukushima, 1980; Lindsay, 2021), a
part of our brains with an architecture that is similarly optimized for the
processing of visual information. However, although the arti cial and the
biological neural networks seem to share a somewhat similar architecture,
the way they process information can be quite di erent (Lindsay, 2021).
While a human recognizes objects primarily based on their shape, exper-
iments show that CNNs rely more on information about the background,
textures, and the presence of certain frequencies (for a review, see Geirhos
et al., 2020). E.g., we recognize a cow based on the shape of the cow; ex-
periments show that CNNs recognize a cow based on the presence of grass
in the background, or based on the typical pattern of its fur (Beery et al.,
2018). Moreover, we can add or remove certain frequency patterns to the
image such that a human almost sees no di erence, but the network fails to
recognize the object shown in the manipulated image (Jo & Bengio, 2017).
Given that the architecture of the biological and arti cial neural network
are quite similar, an explanation of these di erences thus lies somewhere
in the way the arti cial network is trained and how this training distills in-
formation from the structure of the dataset.

Another open question related to all types of arti cial neural networks is
why they work so well when they are extremely large. The classical theory
of learning in neural network predicts that very large networks “over t' the
data: they use their large capacity to memorize the details of the training
examples, instead of distilling the general patterns in the dataset that would
allow them to perform well on unseesamples (Vapnik, 1999). The ana-
logue often drawn is that of a student that learns all exercises by heart, and
therefore fails on an exam consisting of new, unseen examples. However,
unlike what is predicted by classical learning theory, very large networks
often doperform well on unseen examples (Belkin et al., 2019). It is said
they "generalize’ well, despite their seemingly large capacity for memoriza-
tion. The idea here is that the training process known as “gradient descent'
implicitly reduces the e ective capacity of very large networks, an e ect
known as implicit regularization. The full extent or origin of this implicit
regularization associated to gradient descent is currently unknown. But ex-
periments indicate that it depends on the dataset used, as the same large ar-
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chitecture, trained in the same way, can both distill patterns from a dataset
of natural images with correct labels, as memorize the same images if they
are rst given completely random labels (C. Zhang et al., 2017). The same
architecture can thus, depending on the dataset, distill useful patterns or it
can completely overt. To understand the very large networks currently
used today, we thus again need theories that incorporate the interplay be-
tween the architecture of the network, the dataset structure and the learning
algorithm.

We can also consider questions about thhysicastructure of an arti cial
neural network. There exists evidence that in the human brain, there exist
regions that are specialized in the processing of certain information. An
example is the fusiform face area (Kanwisher et al., 1997), believed to be
specialized in facial recognition. Whether arti cial neural networks exhibit
similar specialized regions remains an open question. If specialized regions
exist, their structure will once again relate to the structure of the dataset the
network is trained on.

Finally, we will also shortly take the vantage point of the biological neural
networks, and wonder what happens in a biological neural network when
there is no information about the outside world, i.e., no input of any kind.
(Human) neurons grown in the lab tend to form networks with di erent
structures and regions spontaneously, even in the absence of inputs. This
spontaneous network formation is in uenced by the genetic markup of the
neurons, which is yet another perspective on neural networks and the role
of the dataset structure.
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Overview and Contributions

In each of the three main parts of this thesis, we combine notions of the
dataset, the network and the evolution of leaning to provide (partial) an-
swers to the topics and questions discussed above. We here give an overview
of the content and results in each part. The next section, then, contains a
more detailed outline and reading guide of the corresponding chapters.

In part | of this dissertation, we derive a mathematical theory of learning for
shallow, linear convolutional neural networks (CNNs). We speci cally ana-
lyze the dynamics of learning, i.e., the evolution of the predictions and the
network's parameters, to discoverhy, how and whehese CNNs trained
with gradient descent discover the structure of the dataset. Although fo-
cused on convolutional neural networks, the theory we develop could be
seen as a framework to analyze the e ect of di erent neural architectures
on the evolution of learning.

The main result is that a linear CNN discovers the relevant parts of the
dataset structure with rapid, stage-like transitions, from broader to ner
distinctions between image classes. However, internally, the CNN arrives
at its predictions only using the most dominant frequency patterns present
in the di erent parts of the dataset structure. The rst nding relates the
structure of the dataset to the evolution of learning of the network. The lat-
ter nding is both an previously unknown form of implicit regularization,

as a process that could explain the shortcut learning, i.e., the tendency of
CNNs to focus on background, texture and frequency.

While we derive the theory under very speci ¢ assumptions about the net-
work, the dataset and the loss, experiments show that the insights hold for
general datasets and to some degree even for learning in deep, complex,
non-linear CNNs. However, it is also clear that nhon-linear CNNs leverage
other, more complicated aspects of the dataset structure in a way not cap-
tured by our theory for linear CNNSs.

In part Il of the thesis, we then take a more empirical approach to studying
deep, non-linear CNN and the interplay between dataset, architecture and
learning. While in the rst part of the thesis we show that for linear CNNs
we can mathematically pinpoint the aspects of the dataset structure that
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will be leveraged by the network, this is thus no longer the case for deep,
non-linear CNNSs. In part I, we make use of so-called ontologies as prox-
ies to the (unknown) complex dataset structure leveraged by the network.
Ontologies are organized collections of concepts: an example would be a
hierarchical structure containing the concepts “canine' at the top, and the
concepts ‘dog' and "wolf' as subclasses of the “canine' class. We will show
how we can use an ontology associated to the dataset to interpret the func-
tion of the neurons in the network at di erent levels of concept speci city.
We further develop a new algorithm to spatially organize trained neural
networks, i.e., we create an embedding of the network in a physical space
where nodes that have similar activation patterns are closer together. We
then combine this obtained physical structure of the network with the in-
terpretation of each neuron's activity based on an ontology associated to the
dataset the network was trained on. This yields answers to questions such
as, e.g., which kind of information is this group of nodes processing? How
speci c is this information? Moreover, the result is a novel and insightful
way to visualize layered neural networks.

In the last part of the thesis, we discuss the neural activity of networks of
human neurons cultured in a dish. Although there is no external input to
these neurons, i.e., there is no concept of a dataset, the neurons sponta-
neously exhibit neural activity and they spontaneously form di erent net-
work structures. The di erent cultures we studied consisted of neurons
with di erent genetic modi cations associated to certain neuropsychiatric
and neurodevelopmental disorders, such as schizophrenia and autism spec-
trum disorder. More speci cally, the modi cations consisted of duplica-
tions or deletions of a small piece of chromosome 16, at a location des-
ignated p11.2. Hence, the di erent cultures had di erent "16p11.2 copy
number variations". The main research question was whether neurons with
these di erent copy number variations cultured in-vitro, yielded di erent
neuronal activity patterns and di erent overall network activity. We con-
tributed to this research through analysing the high-resolution recordings
of the neuronal activity of the di erent cultures over time. We found that

the networks of neurons with fewer copies of the 16p11.2 genes are hy-
peractive and show di erent activity patterns with respect to the control
cultures.

A shortened version of part | of this dissertation has been accepted for
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publication at the International Conference on Machine Learning (ICML)
(Pinson et al., 2023). Chapter 2 and 3 contain ideas that have been devel-
oped in (Saxe et al., 2014, 2019) and (Sedghi et al., 2019), respectively,
but which we present in a form adapted to our theory of learning in linear
CNNs. The remaining chapters of this part contain novel derivations and
ideas (Ch. 4 to Ch. 10). Part Il contains novel, unpublished algorithms
and ideas. The work discussed in the nal part of this thesis, part Ill, is
in itself part of the publication 16p11.2 deletion is associated with hyper-
activation of human iPSC-derived dopaminergic neuron networks and is
rescued by RHOA inhibition in vitro (Sundberg et al., 2021). Here we
have used pre-existing algoritms and data-analysis techniques to arrive at
our results.

Outline

Before we start with the theory of learning in CNNs in part |, we discuss

the context of our di erent research questions in Ch. 1. This chapter is
structured as a collection of insights and explanations about the di erent
notions of dataset structure, network architecture and learning dynamics.
This is a very broad topic in general, so we tried to restrict the discussion to
the concepts and ideas necessary to understand the results discussed later
on.

Then, in part | of this thesis, we develop a theory of learning in shallow,
linear CNNs. In the last chapter of this part we will show through experi-
ments that some of the developed insights also hold for learning in deeper,
non-linear CNNs but rst we slowly but steadily build up the ideas and
concepts that come together in the theory.

We rst discuss the structure of the dataset that will turn out to be rele-
vant during training with gradient descent, and we describe how to obtain
this structure mathematically through a singular value decomposition of
the input-output correlation matrix. This is the topic of Ch. 2.

In Ch. 3, we discuss how one can see the convolutional layer as equiva-
lent to a structurally constrained fully connected layer. This convolution-
equivalent weigth matrix can again be characterized by a singular value de-
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composition, which will be important to analyze the gradient descent equa-
tions and, ultimately, the dynamics of learning in CNNs.

Given that a linear model converges to minimal norm solutions (which is
discussed in Ch. 1), we can use the di erent singular vectors associated to
the dataset and the convolutional layer to nd the shape of the network's
parameters after training with gradient descent, at least with certain as-
sumptions about the dataset. This is the topic of Ch. 4.

We can then start an analysis of what exactly happeahgingtraining through
rewriting the equations of gradient descent. In chapter 5 we rewrite the

di erence equations of gradient descent as di erential equations. We then
further rewrite this system of equations in terms of the singular vectors
associated to the dataset and the singular vectors associated to the convo-
lutional layer: in this way, we obtain a system of equations describing the
evolution of learning in terms of the dataset and the network architecture.

In Ch. 6, we solve those equations of gradient descent to obtain the evo-
lution of the network'’s predictions when trained on speci ¢ datasets. This

already yields some general insights into the evolution of the predictions
when training a convolutional neural network.

In Ch. 7, we also analyze what happens internally, i.e., how and why the
kernel(s) of the CNN evolve during training. We show that the evolution of
the kernel(s) in the Fourier domain is directly related to the Fourier spec-
trum of each of the singular vectors of the dataset. In a winner-takes-all
process, only the most dominant frequencies (i.e., frequencies associated
to the largest Fourier coe cients) of each singular vector of the dataset are
learned by the kernel(s). We call this the dominant frequency bias.

We discuss experiments with more general datasets in Ch. 8. In Ch. 9, we
also discuss the results of training deep, non-linear networks and how these
results relate to the theory we developed for shallow, linear CNNs. Finally,
in Ch. 10, we provide a discussion of the theory and experimental results,
and we relate this to the concepts discussed in the context chapter (Ch. 1).

In part Il of the thesis, we use hierachical ontologies associated to datasets
to study and interpret the hierarchical structure of deep, non-linear CNN
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trained on those datasets. As a proof-of-concept, we apply our methods to
the combination of the Imagenet dataset (Deng et al., 2009), the VGG16
convolutional network architecture (Simonyan & Zisserman, 2015) and
the Wordnet ontology (Miller, 1998). This is the topic of Ch. 11.

In Ch. 12 we present an algorithm to translate the implicit structure of
the network to a physical network structure a lay-out of the network in

a 3-dimensional space, where the distances between the neurons indicates
their relationships. Using the simple tools we developed in the preceding
chapter, Ch. 11, we then build a neural atlas: a visualization and interpre-
tation of the network structure based on its physical representation and an
associated ontology. As a proof-of-concept, we construct such an atlas for
the previously discussed combination of VGG16, Imagenet and Wordnet.

In part lll, Ch. 13, we present our data analysis of the form and function
of networks of neurons cultured in a dish. In this analysis, we compare
the form and function of neural networks with di erent genetic modi -
cations, as discussed before. We show that the networks of neurons with
fewer copies of the 16p11.2 genes (denoted as 16p11.2 deletions) exhibit
signi cantly higher activity and synchronicity between neurons. We also
analyze the bursting patterns of the di erent network types: bursting is a
common neural activity pattern consisting of short, fast series of neural
signals followed by longer periods of silence. Using an existing burst detec-
tion algorithm, we show that these bursting patterns are altered in 16p11.2
deletion cultures.

Finally, we provide a conclusion and an outlook on future work in Ch. V.



Chapter 1

The Interplay Between
Dataset Structure,
Network Architecture and
the Evolution of Learning

In this chapter, we present a collection of insights and explanations about
the di erent notions of dataset structure, network architecture and learning
dynamics, and how they relate. We restricted the discussion to the concepts
and ideas necessary to understand the results discussed later on.

1.1 On Dataset Structure

What exactly do we mean with “dataset structure'? We'll focus this discus-
sion on datasets for classi cations tasks, i.e., datasets with labeled samples
where each label corresponds to a class. Loosely speaking, dataset structure
is about relationships relationships between samples (e.g., 'the samples
are close in pixel space’) and/or classes (e.g., ‘dogs and wolfs are canines').
There are a myriad of viewpoints to take when talking about dataset struc-
ture, since there are a lot of di erent relationship types: visual similarity,
concept similarity, shared features, distances in pixel space, etc. Given that
our theoretical understanding of how the learning algorithm interacts with
the dataset structure is limited, it's not always clear a priori which of these
relationships are the important ones when training neural networks. We

23
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here discuss a selected set of viewpoints on dataset structure that either pro-
vide general insights, or that we will use later on. More insights in dataset
structure in se can be found, e.g., in literature concerning representation
learning, as nding a better representation of the data often boils down to
revealing (a part of) its inherent structure. For reviews, see (Bengio et al.,
2013; Tschannen et al., 2018; D. Zhang et al., 2018; Zhong et al., 2016).

1.1.1 The Dataset as Points in a High-Dimensional Space

Figure 1.1: Examples of datasets consisting of two-dimensional input
samples of two classes, indicated with red and pink. a) A linearly separable
dataset. we can draw a single line to separate the two classes completely.
b) XOR example: this example is not linearly separable, since we cannot
draw a single line to separate the classes. c) Swirl example: this non-linearly
separable dataset also shows a highly intricate structure of the distribution
around the class mean.

We can visualize the samples of a dataset as points in a space: the number of
dimensions of this space is equal to the input dimension, and each sample
is a point in this space. E.g., when we have input vectors of size 1, then

we can construct a 5-dimensional space with a cartesian coordinate system,
and place all the samples in the space according to the coordinates given
by their vector values. An example for three di erent datasets, each with
sample vectors of sizé 1, and the corresponding 2D spaces are shown in
Fig. 1.1. Each dataset in the example contains two classes, and the sample
points are colored according to their class label (either red (dark) or pink
(light)). Note that in a general machine learning setting, the spaces are very
high-dimensional. Consider, e.g., 82 32 image: it can be represented

as a pointin a32 32 = 1024 dimensional space, where the coordinate of
the point along a given axis is given by the value of the corresponding pixel.
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1.1.2 Linear Separability

Linear separability is one of the rst things taught in any machine learn-

ing course. It can be summarized informally as "two classes are linearly
separable if there exists a straight line (in 2D space) or a hyperplane (in
higher-dimensional space) that can separate the samples of both classes."
A dataset with multiple classes is linearly separable if each possible pair of
classes is linearly separable. An example of a linearly separable dataset is
shown in Fig. 1.1 (a). The two other datasets of the example in Fig. 1.1, the
XOR dataset and the swirl dataset, are not linearly separable (note that in
a 2D space the classes have to be separable binglestraight line). When

the dataset is linearly separable, a linear machine learning model can be
used to solve the task. When the dataset is not linearly separable, the ma-
chine learning model needs to incorporate non-linearities to achieve good
performance. The general idea is that non-linearities can transform (i.e.,
warp or extend) the space in such a way that the dataset becomes (closer
to) separable. Since most datasets aret linearly separable, the use of
non-linearities in machine learning and neural networks is thus of great
importance.

1.1.3 The Dataset as Samples from a Distribution

We can also view the dataset samples as literal "samples" drawn from a sta-
tistical distribution (hence the name "sample"). Statistical machine learning
is a very broad and very interesting eld; a good introduction is given in the
book (Bishop & Nasrabadi, 2006). We here concentrate on the basic con-
cepts that provide some background to the mathematical theory of learning
in CNNs we develop later on ( Part I). One way to characterize the com-
plexity of a dataset and its structure is through considering how easily the
set of samples can be modeled by statistical distributions of increasing com-
plexity. In Fig. 1.1 (a), the dataset consists of samples from two Gaussian
distributions, one for each class. For each class we thus only need the mean
and the variance to characterize (or estimate) the distribution of the sam-
ples in that class. In Fig. 1.1 (b), we have bimodal Gaussian distributions
foreach class. Andin Fig. 1.1 (c), we have an intricate, clearly non-gaussian
distribution for each class. From left to right, we thus draw samples from
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distributions of increasing complexity.

1.1.4 Low-Dimensional Manifolds

Another viewpoint on dataset structure is that of low-dimensional mani-
folds. Manifolds have a precise mathematical meaning, but in this con-
text it su ces to understand that “a low-dimensional manifold' is a lower-
dimensional subspace. E.g., a plane is a 2D subspace of a 3D space. The
idea behind this is that the actual information content of the dataset can
be captured in far fewer dimensions than the number of dimensions in the
original input space. The lower-dimensional manifold associated to the
data then re ects the dataset structure in terms of the distances between
samples as measured on the manifold. We illustrate the concept in Fig.
1.2 with an example dataset consisting of images of faces (He et al., 2005).
While the original pixel space is high-dimensional, the authors in (He et
al., 2005) propose a projection of the samples onto a 2D space such that
in this resulting space, similar images are close together. In their visualized
example (1.2), faces with open mouth are separated from faces with closed
mouth. Moreover, the pose and expression of the human faces changes
continuously and smoothly. The images shown at the bottom correspond
to points along the path indicated on the right (linked by solid line), illus-
trating one particular mode of variability in pose.

The intrinsic dimension of the low-dimensional manifold can be higher
than 2, but these examples are naturally harder to visualize. For several
common datasets the dimensions of their manifold have been estimated
(Costa & Hero, 2004; Fukunaga & Olsen, 1971; Levina & Bickel, 2004;
Pettis et al., 1979): e.g.,, D 14 for MNIST and D 35 for CIFAR10,
compared to N = 784 and N = 3072 respectively, with D the dimension of
their manifold and N the dimension of their pixel space (Goldt et al., 2020).

It's perhaps important to distinguish methods that learn the manifold from
methods that implicitly use (some part of) the manifold: the goal of the
former is only to obtain more information about the datain se, e.qg., to visu-
alize or summarize important aspects, or to obtain a lower-representational
version of the data to subsequently use for a machine learning task. Exam-
ples of linear methods include principal components analysis (PCA) and
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Figure 1.2: Laplacian faces example as an illustration of how the important
information in a high-dimensional space can be represented in a lower-
diomensional space. From (He et al., 2005). Reprinted with permission
from IEEE. © 2005 IEEE.

linear discriminant analysis (LDA), non-linear methods include isomap
(Tenenbaum et al., 2000) and local linear embeddings (LLE) (Roweis &
Saul, 2000). An overview is given in (Izenman, 2012).

The advent of autoencoders (Hinton & Salakhutdinov, 2006) meant that
neural networks could be used for manifold learning as well: the encoder
part of the network learns to map the input data to a lower-dimensional
space, while the decoder network is used to reconstruct the original input
data from this lower-dimensional space. Training these networks amounts
to constructing a map that renders the lower dimensional “latent' space close
to the intrinsic low-dimensional manifold of the data.

In a similar vein, we can also look at dataset structure from a generative
model point of view: the assumption here is that the data is generated
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from a mathematical model, and thus automatically adheres to certain con-
straints related to the model de nition. In light of convolutional neural
network architectures (discussed later on), an interesting line of work is that
of convolutional sparse coding (Bolcskei et al., 2019; Papyan et al., 2017;
Papyan et al., 2018): here the assumption is that image patches are gen-
erated as linear combinations of just a few (i.e, a sparse combination of)
prototype image patches. The fact that the original image patch can be
constructed as a sparse combination is important if the combination was
not sparse, the dataset would be not very structured, as structure is related
to the fact that the dataset can be captured in fewer dimensions. For fu-
ture reference, we mention that the prototype image patches are called a
dictionary. Finding optimal prototype signals, or * nding the dictionary', is
computationally often very expensive. One solution is to use known trans-
forms, such as wavelets of shearlets. In practice, better results are usually
obtained through using so-called dictionary learning algorithms (Papyan
et al., 2018).

1.1.5 PCAandLDA

We briey discuss two linear techniques to obtain a lower dimensional
manifold: principal component analysis (PCA) and linear discriminant
analysis (LDA). Understanding these techniques will be helpful when we
develop the theory of learning in linear CNNs. In both PCA and LDA we
seek to nd a set of vectors (or “directions’) that could form a basis in a
lower dimensional subspace. But while PCA seeks directions that are e -
cient for a general representation of the dataset, LDA seeks directions that
are e cient for discriminating between classes. Thus, PCA is a technique
that could be used on a dataset without labels (unsupervised learning), while
LDA incorporates the labels (supervised learning).

Given the dataset witiN d-dimensional samples'®. Finding a “direction’
amounts to nding the slope of a straight line. In both PCA and LDA we're
looking for the straight line for which, when the samples are projected on
this line, the distribution of the projected samples is optimal according to
some speci ¢ criterion. Let's denote the projected samples Wiﬂé,'o (i.e.,

a single value per sample, as they are projected to a 1-dimensional space).
Then the projection is given by a vectoun, i.e.,u” x'° = xlla'o. We assumeu

is normalized.
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In PCA, the criterion is given by the variance of the projected samples, i.e.,
we're looking for the vectoru that maximizes:

& 5
XPI Yp , (11)
i
with
o198
Xp = Xp - (1.2)

i
Intuitively, if the projection would map all samples to a single point, we
would lose all information about the dataset; the more the samples are
spread, the more “information' we retain. Through using Lagrange mul-
tipliers with the constraintu” u = 1, one can nd the solution foru to be

the eigenvector with the largest eigenvalue of the original covariance ma-
trix of the data (see e.g., (Bishop & Nasrabadi, 2006) section 12.1). For a
lower-dimensional representation of the dataset usimgdimensions, then
largest eigenvectors are retained. These eigenvectors are called the “princi-
pal components'.

We can use the principal components to reconstruct the dataset, which will
be an approximate reconstruction if we only use a subset of all eigenvectors
(the “principle’ ones). Each eigenvector has the dimension of the original
space; in the case of images, e.g., it can in itself be seen as an image (if we
reshape it as a 2D matrix). Each projected sample of the original dataset
has a coordinate value with respect to the new base of eigenvectors. Each
sample can thus be reconstructed as the sum of its coordinate value times
the eigenvector; in the case of images, we are thus reconstructing the image
as a sum of the “eigenimages' corresponding to the eigenvectors, weighted
by its respective coordinate values. This is nothing but some basic linear
algebra, but in this thesis, we will often decompose/reconstruct images in
di erent bases (the original pixel base, the principal component base, the
Fourier base), so it's worth reiterating the concept. Note that if we ob-
tain the lower-dimensional space and its base vectors through a non-linear
transformation, such as through using an auto-encoder, we might end up
with a better reconstruction of the original images or the same number of
dimensions used. An example is shown in Fig. 1.3.
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Figure 1.3: Top row: samples from a dataset of face images. Middle row:
reconstruction using a 30-dimensional auto-encoder network. Bottom: re-
construction using 30-dimensional PCA. From (Hinton & Salakhutdinov,
2006). Reprinted with permission from AAAS.

Then on to linear discriminant analysis, or LDA. While in PCA we con-
sidered the distribution of the projected samples as a whole, in LDA we
also incorporate the distribution of the samples per class (i.e., the condi-
tional distributions). The concepts we discuss below are nicely illustrated
in (Bishop & Nasrabadi, 2006), section 4.1. As LDA is used to discriminate
between classes, the best projection would be one that projects samples of
di erent classes the farthest apart. Consider the class mean for a class

10
"ZW'Q:E. x 1.3)
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with N, the number of samples in clas§;. The mean of the projected
sampleshxpic,, is equal to the projection of the original class mean p. A
criterion for a good projection is then the di erence between the projected
means:

0P 1P (1.4)

if we only have two classes. Again using Lagrange multipliers (see e.g.,
(Bishop & Nasrabadi, 2006) section 4.1), one can nd:

ul - -1 (1.5)

Note that we can use the projection to subsequently classify, or “discrimi-
nate', the samples based on a decision boundary: that boundary would be
a straight line perpendicular to the straight line onto which we project our
samples, splitting the samples in two groups.
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This approach does not yield the best result if the class distributions have
di erent spreads in di erent directions, i.e., their covariance matrices are
strongly non-diagonal. In that case it's better to balance theetween-class
covariance (the covariance of the distribution of the class means) with the
total within-clasgovariance (the sum of the covariances of each class distru-
bution). Naturally, we want the between-class covariance of the projected
samples to be high (classes are further apart), while keeping the within-class
variance low (further reducing the overlap between the di erent classes).
The resulting vectoru is known as the Fisher linear discriminant.

PCA and LDA both use only the rst order statistics, i.e., the mean and
the variance, of the total or per-class distributions. Whenever these statis-
tics poorly describe the actual dataset structure (PCA) or can hardly be
used to discriminate the classes (LDA), the linear methods are bound to
fail. In the XOR example of Fig. 1.1 (b), the (true) means of both classes
coincide, which is why a linear classi cation method fails. Likewise, only
retaining the mean and the variance for the swirls in Fig. 1.1 (c) is a very
poor description of the actual information needed to discriminate between
the classes. On the other hand, there exists types of real-world data for
which methods based on rst order statistics, although far from perfect,
capture surprisingly much. Natural images are such an example, as will be
discussed in sec. 1.1.7.

Finally, we add some technical remarks that will turn out to be important
later on: rstly, if we replace all samples of the classes by their class aver-
age, we obtain a dataset with one (e ective) sample per class. The principal
components on thisnewdataset consisting of the mean samples, are thus
directions that maximize the variance of the means. This is equivalent to
maximizing the between-class variance of the original dataset. The answer
is thus given by the eigenvectors of the covariance matrix of the averaged
samples.

Then it is also insightful to note that linear least squares (discussed later)
and the Fisher Linear Discriminant are closely related. For the two-class
problem, the Fisher criterion can be obtained as a special case of least
squares (see Bishop and Nasrabadi, 2006, section 4.1.5). When we train a
linear network with a mean-squared-error loss, we perform a form of linear
least squares, and this setup is thus closely related to a linear discriminant
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analysis.

1.1.6 Fourier Analysis

Figure 1.4:. Cosines of di erent conbinations of frequencies. In the 2D
case, the frequencies are characterised by two values, one describing the
variation in the horizontal direction, and one describing variation in the
vertical direction.

The Fourier transform can be seen as another type of decomposition (cfr.
the decomposition of images with respect to the base of eigenimages, see
sec. 1.1.5), used to decompose a signal in its frequency components. The
resulting amplitudes in the frequency domain, the “Fourier coe cients', de-
scribe the relative importance of each frequency in the original signal. In
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the 2D case, the frequencies are characterised by two values, one describ-
ing the variation in the horizontal direction, and one describing variation

in the vertical direction. In Fig. 1.4 we show all possible combinations of
horizontal and vertical frequencies we can capture in28 20 image (in
fact, we show 2D cosines of the given frequencies). Intuitively, we can take
any20 20 image, overlay one of the cosine images shown in Fig. 1.4 with
this image, multiply all pixels and compute the sum: the resulting value
would be an indication of how strongly the frequency pattern is present in
the image, which is the intuitive interpretation of the Fourier coe cient of
that image with respect to the chosen frequency.

Figure 1.5: An image with a strong slow, vertical variation due to the
contrast between the sky and the landscape of mountains.

Figure 1.6: 2D spatial frequency with index (1,0) with di erent shifts.
The values on top indicate the associated phase, which is always a value in
the range»0, 2c¥% The second image, with phase.2 2c, best captures the
shift associated to the slow frequency pattern in the natural image in Fig.
1.5.

However, this is only one part of the story. Imagine an image of a land-
scape with a bright sky and the horizon at the center of the image, such as
the example shown in Fig. 1.5. The landscape image has a very slow spatial
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variation (i.e. a low frequency) in the vertical direction, and the frequency
that best captures this spatial variation is given in the rst plot of the sec-
ond rowin Fig. 1.4. But this frequency pattern is shifted with respect to the
frequency pattern in the natural image. Compare this to Fig. 1.6, where
we show the same frequency image with di erent shifts. The pattern in
the natural is best captured by the second image in Fig. 1.6. In short, not
only the actual strength of each frequency, but also the shift associated to
this frequency are important to decompose a natural image in its frequency
components.

The operation that captures both the strength and the shift of a frequency
component in an image is the discrete Fourier transform. Given am n
image X , with pixels indexed by indices and m, we compute its discrete
Fourier transform at 2D frequency indices’ and a through computing:

Fop'X % a= [ n® 11 po3my o (1.6)
with | , = expt 2cien°, i2 = 1, and superscripts are powers, i.el.,,;I =
expt 2ci len° Noting that exp® 2ci len® = cost2¢c " len° isint2c"len°,

we can recognize how this would compute both the strength (through mul-
tiplying each pixel of the image with the corresponding pixel of a cosine
(sine) pattern, as discussed before) and the shift (captured by the shift be-
tween cosine and sine) of the given frequency pattern. The resulting value
at 2D frequency indices® and a, the Fourier coe cient, is complexalued:

the magnitude of the complex value encodes the strength, and the phase
encodes the shift.

Given the Fourier components, we can again reconstruct the image. In the
previous section, the reconstructions were based on the coordinates with
respect to the basis of principal component vectors. Those vectors were
computed based on a dataset, e.g., from a dataset of face images in the case
for each reconstruction shown in Fig. 1.3. The basis of Fourier vectors
is de ned without reference to a speci ¢ dataset, but we can decompose
an image using its coordinates with respect to this basis just as well. The
base vectors are given by the vectorized matrices of 1.4, or rather their
real part is given by those vectorized matrices; the actual base vectors are
complex exponential functions (see eq. 1.6). The coordinates of the im-
age are then given by its Fourier coe cients. We can thus reconstruct an
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Figure 1.7: Reconstruction of an image (shown as '0"), using the largest n
frequencies, with n ranging from 0 to 2000. The more frequencies are
added, the more details and clear shapes arise.

image using only them Fourier basis vectors (i.e., the vectorized matrices)
with the largest Fourier coe cients. In Fig. 1.7, we show reconstructions
with increasingm. This shows that di erent frequencies can also be re-
lated to di erent levels of detail: low frequencies correspond to low detail,
and higher and higher frequencies are needed to reconstruct smaller and
smaller details.

1.1.7 Principal Components and Fourier Spectrum of Natural
Images

In the previous sections, we have spent some time to build an intuitive un-
derstanding of both PCA/LDA and Fourier analysis, since these concepts
will be at the core of our theory of learning in CNNs. Here we shed some
light on what these concepts mean for natural images, i.e., images of things
we encounter in daily life. A good overview is given in Statistics of natural
image categories (Torralba & Oliva, 2003).

Firstly, if we average a set of images containing the same object or topic,
where the average is taken for each pixel, the resulting mean image is (per-
haps surprisingly) recognizable, as is shown in Fig. 1.8. A crucial point,
though, is that for this to work we have to select images where the sub-
ject is captured from a similar point of view e.g., the selection consists
of only centered, frontal views of faces, taken from more or less the same
distance. When di erent subjects are shifted or rotated from one image to
the next, the averaged image will become a much harder to recognize blur.
But putting rotations and shifts aside for a second (we will come back to
this later), it seems like classi cation based on the mean images (cfr. LDA)
might yield a reasonable result.
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Figure 1.8: Averages of images a set of images containing the same subject,
taken from similar angles and distances. The averaged images can be sur-
prisingly recognizable, meaning quite some information is contained in the
image mean. From (Torralba & Oliva, 2003), reprinted with permission
from Taylor & Francis.

Secondly, the frequency spectrum of natural images follows a power law:
this means that the Fourier coe cients of low frequencies are overall much
higher, i.e., natural images contain a lot more slow spatial variation than
fast spatial variation. Moreover, the exact shape of the Fourier spectrum
of the mean image of a category is often characteristic of that category

we can thus roughly distinguish categories based on their original averaged
images, or based on the Fourier spectrum of those averaged images (see
Torralba and Oliva, 2003).

Finally, it is important to note that the rst few principal components of
datasets of natural images are often very similar to the lowest frequency
Fourier vectors. This is illustrated in Fig. 1.9.
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Figure 1.9: First fteen principal components of a dataset of grayscale nat-
ural images, ordered left to right, top to bottom. The rst few principal
components are very similar to the lowest frequency Fourier vectors. The
principal components have been masked with a Gaussian, which was used
on the original images to reduced boundary e ects (the e ect is not related
to receptive elds, see Hancock et al., 1992). From (Hancock et al., 1992),
reprinted with permission from Taylor & Francis.

1.1.8 Locality, Hierarchy and Compositionality

A lot of the types of data we encounter are compositional in nature, i.e.,
types of data where the samples can be considered as a collection of several
smaller components. E.g., the picture of a face usually contains smaller
components in the form of a nose, eyes, and a mouth; and a sentence
is made out of words. Often, the smaller components are in themselves
composed of smaller components: an eye contains a pupil and lashes, and
a word is made out of letters. In that case, the data is also hierarchically
structured. Interwoven with these concepts is the concept of locality: we
combine smaller (local) entities into a large (global) entity. In Sec. 1.2.2
we will discuss how this type of data structure can be leveraged with locally
hierarchical neural network architectures.
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1.1.9 Ontologies

Yet another viewpoint on the dataset structure is that of an associated on-

tology. An ontology captures what we (as humans) determine to be the
relationship between the samples in a dataset, and is in that sense an “ex-

ternal' de nition of structure. An ontology is generally de ned asa set of

concepts and categories in a subject area or domain that shows their properties and
the relations between théin example ontology is given in Fig. 1.10. As

discussed before, we lack theoretical understanding of which part of the

implicit dataset structure is important when training neural networks. We

can make use of ontologies to at least approximately interpret the structure

the networks are leveraging, as will become clear in part Il of this thesis.

Figure 1.10: Example tree ontology where the relationships are hierarchi-
cal, i.e., Mammal is a superclass of Canine, and Puma is a subclass of Feline.

1.1.10 Invariance

Finally, we also brie y introduce the concept of invariance. In a image
classi cation task, it seems important that a smaller component, such as
an eye, could be recognized as an eye even if it occurs in a di erent loca-
tion from one image to the next. l.e., the predicted label should remain
the same (remain “invariant’) even when an object's positions is shifted (or
“translated’). This property is calledranslational invarianceOther types

of desired invariances exist: a chair should be recognized as a chair, even
when it is rotated (‘rotational invariance'), and for some types of data, we
should even be able to completely shu e the input without changing the
outcome (‘permutation invariance'). For a more mathematical treatment
of invariance in the context of deep learning, see (Bronstein et al., 2021).
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1.2 On the Role of Neural Network Architecture

Loosely speaking, a neural network architecture is a description of how the
network is organized how nodes can be connected, whether they are or-
ganized in layers, which operations are used to compute an output, etc.
There exist general categories of architectures, such as “shallow, fully con-
nected networks' and “deep, convolutional networks'. Within these cate-
gories, the term “architecture' usually denotes the specify details about the
exact number and type of layers, etc. Note that the architecture does not
specify the values of the weights (or other network parameters that are up-
dated during training): in general, we can train networks with the same
architecture on di erent datasets or from di erent initial parameters, and
obtain di erent nal networks (but sharing the same architecture). How-
ever, the architecture constrains the values these parameters can take. This
is in fact one of the main results of our research, so we'll come back to it in
great (mathematical) detail later. Here we rst discuss di erent aspects of
architecture -depth, connection types, pooling, etc. This topic is too broad
to be covered in full detail, so we have tailored the discussion towards the
fully connected and convolutional types of architectures, since these are the
two types of architectures studied in this thesis.

1.2.1 The Neural Network Zoo and Fully Connected Networks

There exists a real “zoo' of neural network architectures, of which a small
subset is shown in Fig. 1.11. While it might not be completely under-
stood why and how some network architectures perform well for speci c
datasets, overall an architecture is chosen based on empirical evidence that
it works well for the given type of data. Convolutional neural networks are
well suited for tasks involving images, as we will discuss below. Likewise,
recurrent neural networks can be used to analyse time series data, auto-
encoders provide low-dimensional representations of the dataset structure,
etc. Another important type of network (not shown in Fig. 1.11) is the
transformer architecture (Vaswani et al., 2017). We will mainly focus on
the convolutional neural networks, and we will compare these to the “orig-
inal' or "base' neural architecture called a “fully connected network’, which
is a layered architecture where each node is connected to each node in the
next layer.






	Introduction and Overview
	The Interplay Between Dataset Structure, Network Architecture and the Evolution of Learning
	On Dataset Structure
	The Dataset as Points in a High-Dimensional Space
	Linear Separability
	The Dataset as Samples from a Distribution
	Low-Dimensional Manifolds
	PCA and LDA
	Fourier Analysis
	Principal Components and Fourier Spectrum of Natural Images
	Locality, Hierarchy and Compositionality
	Ontologies
	Invariance

	On the Role of Neural Network Architecture
	The Neural Network Zoo and Fully Connected Networks
	Deep Networks Relate to Hierarchy and Compositionality
	The Convolutional Neural Network Architecture
	Convolutions relate to Locality and Translation Equivariance 
	Pooling Relates to Translation Invariance

	On the Role of Gradient Descent
	Gradient Descent
	Generalization and Regularization
	Lazy and Rich Learning Regimes
	Regularization and Gradient Descent in Linear Models
	Analysis of the Learning Dynamics 
	Simplicity Bias
	Frequency Bias

	Interpreting Deep, Non-Linear CNN
	Feature Visualization
	Shortcut Learning


	I Linear CNNs: A Mathematical Theory
	Properties of the Datasets and Their Statistical Structure
	The Statistical Structure of a Dataset
	Singular Value Decompositions
	Statistical Structure of the Dataset
	Effective Structure
	What the Statistical Structure Does Not Capture

	Overview of Datasets Used
	Pure Cosines Datasets
	Sums of Cosines Datasets
	Geometric Shapes
	CIFAR-10


	The Constrained Structure of Linear CNNs
	Architecture of the Shallow, Linear CNN
	The Vectorized 2D DFT
	Convolution-Equivalent Weight Matrices

	The Structure of Linear CNNs After Training with Gradient Descent
	Exploring Trained, Linear CNN
	Minimal Norm Solutions for Linear CNN
	Exact Solutions for Decoupled Modes

	Detailed Proof

	The Dynamics of Learning During Training
	Exploring the Dynamics of Learning
	Rapid, Stage-Like Discovery of Dataset Structure

	The Equations Underlying the Dynamics of Learning
	Comparison with Fully Connected networks

	Full Derivation of the Equations
	Gradient Descent for the Convolutional Layer
	Gradient Descent for the Fully Connected Layer
	From Discrete Gradient Descent to Differential Equations
	Interpreting the Gradient Descent Equations in Terms of the Dataset Structure

	Alignment and Balanced Weights

	Analytical Solutions for the Evolution of the Predictions
	Analytical Solution for Datasets of Pure Cosines
	Full Derivation of the Analytical Solutions

	The Dominant Frequency Bias
	Implicit Bias Towards Dominant Frequencies
	Full Derivation of the WTA Equations

	Experiments with More General Datasets
	Experimental Results
	Details of Experiments
	Pure Cosines Experiment
	Dominant Frequency Bias Experiment
	Geometric Shapes Experiment
	CIFAR-4 Experiment


	Experiments with Deep, Non-Linear Networks
	Evolution of the Loss
	Evolution of the matrix A for Deep, Linear CNN
	Evolution of the matrix A for Deep, Non-Linear CNN
	Interpretation of the Results
	Details of the Experiments

	Discussion of Part I

	II Deep, Non-Linear CNN: An Empirical Study
	Interpreting the Activation Patterns in Deep, Non-Linear CNNs Using Ontologies
	Imagenet and the Wordnet Tree Ontology
	Concept Dedication and Concept Specificity
	Dedication Study for VGG16, Imagenet and Wordnet

	Neural Atlas: Interpreting the Physical Network Structure
	Node Similarity
	Functional Connectivity
	Force-Directed Self-Organization

	Self-Organization Across the Network
	Coupling the Self-Organization Between Layers
	Assessing the Quality of the Self-Organized Lay-out

	Neural Atlas for VGG16, Imagenet and Wordnet
	Neural Atlas

	Discussion


	III In-Vitro Networks of Neurons: A Biological Perspective
	Activity Analysis of In-Vitro Cultured Networks of Neurons
	Measuring Neuronal Activity
	Spiking Frequency and Synchronized Regions
	Bursting patterns
	Details of Experiments
	Discussion


	IV Conclusion and Outlook
	Bibliography
	Appendix
	(Left) singular vectors of bold0mu mumu  y x y xfalse y x y x y x y x and bold0mu mumu  x x x xfalse x x x x x x x x and class coherence 
	Multi-Channel Convolutions
	Internal Representational Similarity
	Convolution and correlation: notes on flipping the kernel
	Orthogonality of Cosines
	Symmetries of the 2D Fourier transform for real-valued input



