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General topics: generalization and shortcut learning

Fully connected and convolutional neural networks

Learning dynamics of linear neural networks 

Transformers 
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? Question / group discussion

Caution: this is a ‘hand-waving’ explanation, do 
not take it too literal. 

Important and/or interesting paper

Output from Chat-GPT (GPT-4)

Experiment
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Attention and Transformers

Attention and Transformers 

Inductive bias
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Overview until this point:

Generalization means that the learning system learns general, useful patterns 
instead of focusing on irrelevant patterns/details. 

Generalization is usually measured using a train/test split: when the model 
performs well on the test set, it “generalizes well”. The underlying assumption is 
that the test and train data are originally generated in the same way, i.e., they 
consists of independently drawn samples from an identical distribution. This is 
also called i.i.d generalization. 

However, when models are deployed in a practical setting, they often fail to 
perform as good as during the development time.  E.g., change of camera, 
change of lighting, change of person writing text (e.g., expert vs. layman), leads 
to poor performance. This is because these new samples are ‘out of 
distribution’ (o.o.d.) and the model did not learn the general patterns needed to 
work with this (slightly) different kind of data. This is called a lack of o.o.d. 
generalization.
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Humans are often surprised by the lack of o.o.d generalization, because we 
often somehow assume that the trained network will “work in the same 
way” as we do. However, a network trained to, e.g., distinguish pictures from 
animals from pictures of vehicles (and tested on similar pictures) does not 
necessarily process these images in the same way we do. Often, neural 
networks show shortcut learning: e.g., concentrating on the background of 
snow to distinguish between a dog and a wolf, or using texture instead of 
shape. In general, this is a failure to generalize o.o.d in a certain way or 
direction we (humans) expect or desire. 

It is very important to keep this in mind when you use neural networks in 
practice. 

To understand how we can tackle this problem, we have to understand how 
it arises: we have to understand the working of neural networks better. 

 



7

Universal approximation theorem: for every function, there exists a FCNN 
with a single hidden layer that can approximate the function to the desired 
degree. But this is not practical: compute time to arrive at this network is 
mostly too high. 

In practice, we use different architectures/algorithm choices, “better suited” to 
the problem: networks we can train in a finite, practical time.  

The choices in the design of these networks/algorithms, and the interplay 
with the dataset, introduce an inductive bias specific to the 
network/dataset/design choices: out of many possible solutions, we always 
arrive at a final solution (i.e., final network) in a specific subset of all possible 
solutions. 

Inductive bias is closely related to generalization and shortcut learning: which 
solutions we arrive at (e.g., CNNs with final network parameters) 
naturally/literally determine how the input is processed. 
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We thus design/choose a neural network + dataset + learning algorithm, this 
leads to an inductive bias, and this has important consequences:

- we possible speed up computations by a lot (cfr. Universal 
approximation theory), since our network contains fewer parameters or 
has mechanisms to leverage the important information (convolution, 
pooling, attention, residual connections, etc)

- On the other hand, the inductive bias means we ‘solve the problem’ in a 
specific way, and this introduces shortcut learning (which can be desired 
or not) and unexpected ways of o.o.d generalization in general 
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Example of CNNs: 

- Depth, weight sharing, pooling and locality mean we can efficiently 
process images due to (local) translational invariance, reduced 
parameters and compositionality 

- The same design choices, together with specific datasets, lead to 
shortcut learning and texture bias
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One way of trying to understand this better is to study simplified, linear 
neural networks and how they learn. These models can be analyzed 
mathematically. 

We discussed learning dynamics in simplified fully connected and 
convolutional neural networks. We found that these simple FCNNs are flexible 
and can take on the full dataset structure, i.e., the broader to finer distinctions 
between clases, internally. However, CNNs (or in fact, networks with weight 
sharing) are inherently more constrained and tend to analyze the distinctions 
between classes in terms of important frequency patterns. 

This is a result of the interplay between dataset structure, network 
architecture and gradient descent. In fact, this interplay determines the 
dynamics of learning (i.e., the evolution of the network over time). This is a 
flexible system, in the sense that a different dataset can, e.g., force the CNNs 
to consider more frequencies. 
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There are at least two ways to influence the o.o.d generalization: 

- Change the neural network architecture or other design choices 
(e.g., CNNs to transformers, as we’ll discuss today)

- change/augment the dataset to change the inductive bias / force 
the dynamics of learning in a certain direction for the same model. 
E.g., we can use the stylized imagenet dataset to force a CNN to 
consider shapes. What might happen here is that the model is forced 
to look at more frequencies, since none are really dominant, and  
texture == small set of dominant frequencies, shape == large amount 
of frequencies where none are really dominant. We thus change the 
inductive (texture) bias of the CNN through the dataset. 
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What do you know about 
transformers?

?
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Consider the sentence:

“The AI students learn about transformers”

Let’s pick the word transformers. 

Which other word in the sentence makes the word ‘transformers’ more likely than, 
e.g., the word ‘electrophoresis’? 
(cfr. “The AI students learn about electrophoresis”)

The attention mechanism
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the
students

learn

about

AI

transformers

Suppose we already have a representation space (toy example)

The attention mechanism
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The attention mechanism

How can we now compute the relative importance of the other words?

?
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The attention mechanism

How can we now compute the relative importance of the other word vectors?

We compute the dot product between vectransformer and the other vectors!

Dot product is a measure of similarity:
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The attention mechanism

The actual goal is to return a vector:

We could return the vector with maximal dot product (i.e., for the vector associated to 
“transformers”, we return the vector for “AI”)

Or, since multiple vectors can be important, we construct a weighted average:   

 

Vector associated to index 5 
(position of “transformers”)The result of the dot 

product is a scalar 
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The attention mechanism

We then would like the importance/weights to represent a probability distribution: 

-> softmax 
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The attention mechanism
We introduce some terminology inspired by the use of databases:

 

Keys Values

00001 Arne

00002 Bert

00003 Melika

Query: 00001 (“the question”)

We then try to match the queries to the keys

When there is a match, we retrieve the value (here: “Arne”) 
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The attention mechanism

Our running example is slightly more complicated:

The question is: given a word (“transformers “), return a representation of the most of 
important words 

Query: the vector for “transformer”  (x_5)

Keys: the vectors of the other words

We match the query to the keys through the dot product 

And return a weighted average of the values (using softmax), i.e., the word vectors 
weighted by importance 
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The attention mechanism
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The attention mechanism
Why not just use the original 
vectors? 

Values have a very different role 
than queries and keys (cfr. 
databases), and queries can also 
be created by a different system 
(e.g., one network’s output is the 
query to another network)

-> we gain a lot of expressive 
power through allowing a 
different transformation first!
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The attention mechanism

We can compute this for all queries 

Note: 
- we use the same attention weight for all different components of a value 

vector
-  we use the same weight matrix and bias to compute a value vector from 

each input vector (and the same goes for queries and keys)

This is illustrated on the next slide
= 
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The attention mechanism

y1

y2

y3

component l of vector with index i

v1

v2

v3

=

Simon J.D. Prince (2023). Understanding Deep Learning. MIT Press.
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The attention mechanism

What is the advantage of this architecture? Tip: compare to CNNs and RNNs 

?
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The attention mechanism

What is the advantage of this architecture?

Convolutions have a fixed kernel and 
fixed neighborhood/memory size 
(RNNs also have limited memory size)

With attention, for each position we can 
‘attend’ to any other position with 
different, appropriate attention weights
 
Note: ‘masked’ attention makes sure we 
only look at the past  

Note that, in practice, we have a 
vector at each position
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The attention mechanism

What is the advantage of this architecture?

The second main advantage is that we can use input sequences of any length: the 
weights and biases for queries, keys and values are the same for each input 
word/token. We can thus add or remove words/tokens to an input sentence at will, the 
overall mechanism stays the same (see previous slide with illustration).

E.g., when using a transformer to generate a sequence, we can start from a single word 
or ‘start’ symbol, or use a complete paragraph (cfr. Chat-GPT).  
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Transformers

Simon J.D. Prince (2023). Understanding Deep Learning. MIT Press.
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Transformers

Batch normalization Layer normalization

Bala Priya C.
https://www.pinecone.io/learn/batch-layer-normalization/
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Transformers

Only place where 
tokens/words 
interact

Simon J.D. Prince (2023). Understanding Deep Learning. MIT Press.
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Transformers

Decoder architecture (e.g., GPT architecture)

(The seminal paper “attention is all you need” shows an encoder-decoder 
architecture, which is somewhat harder to follow)

Simon J.D. Prince (2023). Understanding Deep Learning. MIT Press.
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Transformers

Pre-training: predict next word/token (autoregressive, self-supervised) using very 
large datasets 

-> e.g., GPT-3 or GPT-4

Fine-tuning: use a smaller, specific dataset to further train pre-trained model for 
specific task. 

-> conversation: fine-tune GPT-3 to obtain the model behind ChatGPT

In-context learning: see later 
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Dan Hendrycks, Xiaoyuan Liu, Eric Wallace, Adam Dziedzic, Rishabh Krishnan, & Dawn 
Song (2020). Pretrained Transformers Improve Out-of-Distribution Robustness. In 
Proceedings of the 58th Annual Meeting of the Association for Computational 
Linguistics, ACL 2020, Online, July 5-10, 2020 (pp. 2744–2751). Association for 
Computational Linguistics.

Sentiment analysis task where train data is set of movie reviews by experts, and the 
test set is a set of movie reviews by layman (IMDb) (or vice versa)

More datasets can be found in the paper 
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What could we learn about experiments with such datasets?

?
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Vision transformers

Alexey Dosovitskiy, Lucas Beyer, Alexander Kolesnikov, Dirk Weissenborn, 
Xiaohua Zhai, Thomas Unterthiner, Mostafa Dehghani, Matthias Minderer, 
Georg Heigold, Sylvain Gelly, Jakob Uszkoreit, & Neil Houlsby (2021). An 
Image is Worth 16x16 Words: Transformers for Image Recognition at Scale. 
In 9th International Conference on Learning Representations, ICLR 2021, 
Virtual Event, Austria, May 3-7, 2021. OpenReview.net.
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Vision transformers
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Vision transformers

The vision transformer architecture is based on the BERT architecture (but note that in 
the Vision transformer paper, they do not use unsupervised pre-training in the the main 
experiments 

Simon J.D. Prince (2023). Understanding Deep Learning. MIT Press.
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Vision transformers
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Vision transformers
Models (indicated in yellow) pretrained on JFT-300M: 
18.000 classes and 303 million high-resolution images 
(cfr. Imagenet: 1000 classes and 1.3M images)

 8 cores, approximately 30 days

Pretrained on smaller dataset

Accuracy after 
fine-tuning on the 
given dataset

Resources for 
pretraining
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Vision Transformers
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Vision Transformers

In this experiment, for 10M, 30M and 100M 
number of pretraining samples, all 
regularization is removed (except for early 
stopping)

-> we have very large (i.e., overparameterized: 
n_parameters > n_samples) models with 
almost no explicit regularization

Can you explain the result at 10M pretraining 
examples? 

?
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Tuli, S., Dasgupta, I., Grant, E., & 
Griffiths, T. L. (2021). Are 
convolutional neural networks or 
transformers more like human 
vision?. arXiv preprint 
arXiv:2105.07197.
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Transformers: in-context learning

Apart from pretraining and fine-tuning, large models can also learn “in-context”

Brown, T., Mann, B., Ryder, N., Subbiah, M., Kaplan, J. D., Dhariwal, P., ... & Amodei, 
D. (2020). Language models are few-shot learners. Advances in neural 
information processing systems, 33, 1877-1901.

? Read page 1-3
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Transformers: in-context learning

Apart from pretraining and fine-tuning, large models can also learn “in-context”:


