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General topics: generalization and shortcut learning

Fully connected and convolutional neural networks

Learning dynamics of linear neural networks 

Transformers 
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? Question / group discussion

Caution: this is a ‘hand-waving’ explanation, do 
not take it too literal. 

Important and/or interesting paper

Output from Chat-GPT (GPT-4)

Experiment
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Understanding neural networks

?
What makes neural networks hard to understand? 
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Understanding neural networks

In this lecture, we’re going to consider simplified, linear neural networks. 

This allows us to analyze and understand what is going on -to some degree. 

Some of the insights we obtain carry over to complex, non-linear networks!
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Understanding neural networks

Relationship to linear regression / least-squares: 

n samples, p features 

X -> [n x p],
w ->  [p x 1],
y =  X w 

We want to find the vector w such that 

w = argmin{∥y — Xw∥²}

By Krishnavedala - Own work, CC BY-SA 3.0, 
https://commons.wikimedia.org/w/index.php?curid=15462765
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The modern view on generalization: 
double descent

Underparameterization Interpolation threshold Overparameterization

 how does a learning algorithm arrive at a final 
solution (out of all possibilities) in this case?
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The modern view on generalization: 
double descent

Underparameterization Interpolation threshold Overparameterization

 how does a learning algorithm arrive at a final 
solution (out of all possibilities) in this case?
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Understanding neural networks

Relationship to linear regression / least-squares: 

‘Classical’ linear regression: 

We assume there are more samples than parameters: n ≥ p 
and none of the features is a linear combination of the others: rank(X) = p

[p x p] matrix: invertible given the assumptions
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Understanding neural networks

Relationship to linear regression / least-squares: 

‘Overparameterized’ linear regression (underdetermined system)

p > n 

[p x p] matrix: not invertible, so this is not the 
correct expression for the solution!
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Understanding neural networks

Relationship to linear regression / least-squares: 

‘Overparameterized’ linear regression (underdetermined system)

p > n 

In fact, we have an infinite number of possible solutions 

We can optimize using gradient descent from random initial conditions

Is there any preference/’bias’ for the final solution?
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Understanding neural networks

Relationship to linear regression / least-squares: 

‘Overparameterized’ linear regression (underdetermined system)

It can be shown (for a proof, see book below) that gradient descent, 
starting from very small initial conditions,  will arrive at a solution with  
minimal norm (= implicit regularization, implicit bias)

Bach, F. (2023). Learning theory from first principles. 
https://www.di.ens.fr/~fbach/ltfp_book.pdf
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Understanding neural networks

The minimal 
norm solution will 
generalize better

https://towardsdatascience.com/underdetermined-least-squares-feea1ac16a9
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Understanding neural networks

https://towardsdatascience.com/underdetermined-least-squares-feea1ac16a9
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Understanding neural networks

Linear neural networks: 

Different, more complicated structure than single weight vector w:
Multiple layers, convolutions, etc. 

These (overparameterized) networks still arrive at a minimal norm solution 
when trained with gradient descent from very small initial conditions 

However, this solution “looks” different, as the architectures are different!

We can also study how we arrive at the minimal norm solution, i.e., we can 
study how the networks learns over time (=learning dynamics)
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Understanding neural networks
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Understanding neural networks

Goals of this lecture:

- understand the evolution of the predictions/loss (=learning dynamics) in 
terms of the dataset structure  (“external evolution”: the evolution we can see 
from looking only at the predictions without knowing details about the model)

- Understand the meaning and the evolution of the network parameters such 
as weights, kernels, etc (“internal evolution”: how the network actually arrives 
at those predictions)

- Understand how this is influenced by interplay between dataset structure, 
network architecture and gradient descent

- Discuss how this relates to more complex, non-linear models
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Understanding neural networks

Key papers of this lecture:

Saxe, A. M., McClelland, J. L., & Ganguli, S. (2019). A mathematical theory of 
semantic development in deep neural networks. Proceedings of the National 
Academy of Sciences, 116(23), 11537-11546.

Hannah Pinson, Joeri Lenaerts, & Vincent Ginis (2023). Linear CNNs Discover the 
Statistical Structure of the Dataset Using Only the Most Dominant Frequencies. 
In International Conference on Machine Learning, ICML 2023, 23-29 July 2023, 
Honolulu, Hawaii, USA (pp. 27876–27906). PMLR.
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Statistical structure of the dataset

Note: only 4 samples, one per class. This simplifies the mathematical analysis , but we will also 
discuss experiments with more complex datasets.
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Statistical structure of the dataset

How to take an ‘outer’ product:
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Statistical structure of the dataset

Input-output correlation matrix:

Flattened image

Visualization of outer product:
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Statistical structure of the dataset

SVD of input-output correlation matrix:

(We’re often 
reshaping vectors 
as matrices to 
visualize the 
result)
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Statistical structure of the dataset

Interpretation of singular vectors (rows of V, here reshaped as matrices)
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Statistical structure of the dataset

https://www.cs.toronto.edu/~kriz/cifar.html
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Statistical structure of the dataset
First 5 modes of CIFAR-10 (10 modes in total)

?
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Simplified network architectures
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Simplified network architectures
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Evolution of the (MSE) loss

Linear, shallow FCNNs Linear, shallow CNNs

Example of discovery mode 1: when a ‘octagon’ sample is presented, the network 
output is close to [0.5, 0.5, 0, 0]. I.e., it cannot distinguish circles from octagons but 
it knows that it’s a “roundish” object.  
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Statistical structure of the dataset

Input-output correlation matrix vs. input-predicted output corr. matrix 

I.e., information about ground truth labels vs. predicted labels

If these matrices are equal, the network predicts all labels correctly (at least on average)  

So we could directly study how the input-predicted output corr. matrix evolves over time. 
However, there is something more insightful to do…
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Effective singular values

Singular value decomposition

Reuse U and V 

Decomposition using U and V
(these contain information about 
the structure of the dataset, i.e., 
broader to finer distinctions) 

Now A contains the information about the current 
predictions in terms of the dataset structure
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Effective singular values

Evolution of A gives us information about the evolution of the 
network predictions in terms of the dataset structure (singular 
vectors representing broader to finer distinctions between classes)
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Interpreting the evolution of the loss

Evolution of the loss
Evolution of effective singular values

 (diagonal values of A)
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Interpreting the evolution of the loss
Deeper, more complex CNNs with and without non-linearities 
trained on CIFAR-10 
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Interpreting the evolution of the loss
Deeper, more complex CNNs with and without non-linearities 
trained on CIFAR-10 

Deep, linear CNNs Deep, non-linear CNNs
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Interpreting the evolution of the loss

In short:

FCNNs and CNNs, both linear and non-linear, trained with gradient descent and an MSE loss,  

- discover the statistical structure of the dataset (i.e., the structure captured by the SVD of  
the input-output correlation matrix) with rapid, stage-like transitions. 

- These transitions are always ordered in time, from higher to lower singular value, i.e., 
from broader to finer distinction between classes.

- The ordering remains the same but the exact timing is influenced by the network 
architecture. 
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Internal evolution of linear FCNNs

We select a random node of 
the hidden layer 

We select all the incoming 
weights connected to that node 
(this is a random row of W^1)

We reshape this row in an nxn 
matrix and plot its evolution 
over time
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Internal evolution of linear FCNNs

Evolution during training
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Internal evolution of linear FCNNs

Evolution during training



39

Internal evolution of linear FCNNs

Internally, the weights of the network consist of linear combinations of the 
singular vectors associated to the dataset. 

In other words, the network internally fully ‘takes on’ the dataset structure*: over 
time, the weights completely reflect the learned distinctions between the 
classes. 

*Here the dataset structure is the discriminative structure, i.e., the information 
about how to distinguish between classes (! not the ‘dataset structure’ as it is 
usually understood, cfr. PCA and auto-encoders, which is in fact the structure 
that can be derived from the samples without the labels)
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But what happens internally?

We know that FCNNs and CNNs have a different inductive bias, meaning 
there is a difference in how these types of networks arrive at those 
predictions.

Linear FCCNs: fully take on the dataset structure  

Linear CNNs? -> to understand this, we have to make a small detour to 
Fourier analysis. 
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Fourier analysis
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Fourier analysis

Example image Dominant Frequency
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Fourier analysis

Original 
image 

Number of “frequency” patterns used to reconstruct image

Images can be decomposed as a linear combination of frequency patterns



 

Dominant frequencies of dataset structure 
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Dominant frequencies of dataset structure 

Original 
image 

Number of “frequency” patterns used to reconstruct image
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Dominant frequencies of dataset structure 

Original 
image 

Number of “frequency” patterns used to reconstruct image
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Convolutions are very closely related to these “frequency patterns” (Fourier base vectores)

In fact, if we rewrite a convolution as a matrix multiplication, the eigenvectors of the matrix 
are the Fourier base vectors. 

In short, the result is that the convolutional network we consider (single layer, single kernel, full 
kernel width) only uses the most dominant frequency patterns associated to the singular 
vectors of the dataset to arrive at its predictions

Evolution of the kernel
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Evolution of the kernel
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Evolution of the kernel



 

Dominant frequencies of dataset structure 
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Evolution of the kernel
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Statistical structure of the dataset
First 5 modes of CIFAR-10 (10 modes in total)

?
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Evolution of the weights/kernel

Evolution of 
weights within 
linear, shallow 
FCNNs

Evolution of 
kernel of 
linear,shallow 
CNNs
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How can we analyze this?

The key is in understanding the interplay between dataset structure, network 
architecture and gradient descent 

We can do this mathematically…
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Winner-takes-all-dynamics
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Summary 
- Broader to finer distinctions between classes (in fact, between average images per 

class) can be found through taking a singular value decomposition of the input-output 
correlation matrix. The associated left singular vectors contain this information. 

When training simple NNs at a low learning rate and an MSE loss

- Both linear and non-linear FCNNs and CNNs discover these broader to finer 
distinctions with stage-like, rapid transitions. These discoveries are always ordered in 
the same way, but the exact timing depends on the network architecture. 

- Internally, the FCNNs take on the complete dataset structure, i.e., the associated 
singular vectors are reflected in the weights of the network 

- Internally, the CNNs use only the most dominant frequencies of each associated 
singular vector  —> this is the case for our simplified CNNs, but unclear what happens 
when non-linear and deeper!
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Texture bias 

Textures are highly repetitive patterns, i.e., they consist of a small set of dominant 
frequency patterns 

… which is exactly what our simplified CNNs base their decisions on!

(Shapes, on the other hand, contain a lot of different frequency patterns of which 
most are not dominant over the other)
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Possible projects

Together with the members of your group, you are free to define your own project, as long 
as it’s using neural networks and it’s more or less related to the things we discussed in this 
track. 

We can discuss your project plan in the first feedback sessions. Please brainstorm, plan and 
discuss your project before the first session we have together (week 5)! In this way, I can 
help refine it. 

Some ideas:
● Use one of the papers from the ones listed on Canvas, or one of your choice 
● Have a look at active Kaggle challenges (https://www.kaggle.com/competitions)  or 

Neurips 2023 competitions  (https://neurips.cc/Conferences/2023/CompetitionTrack)
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Neurips machine unlearning competition

https://unlearning-challenge.github.io/
https://www.kaggle.com/competitions/neurips-2023-machine-unlearning/

https://unlearning-challenge.github.io/
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Neurips machine unlearning competition

Cfr. forgetting a class: we could try to subtract/remove the information of the 
associated vector from the internal parameters!


