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General topics: generalization and shortcut learning

Fully connected and convolutional neural networks

Learning dynamics of linear models 

Transformers 
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? Question / group discussion

Caution: this is a ‘hand-waving’ explanation, do 
not take it too literal. 

Important and/or interesting paper

Output from Chat-GPT (GPT-4)

Experiment
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?

Questions to ask yourself & to discuss in group: 

- What is generalization?
- What is inductive bias?
- What is shortcut learning?
- What are some examples of shortcut learning?
- How or why does shortcut learning arise?
- How does shortcut learning relate to generalization and to 

inductive bias? 
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Fully connected and 
convolutional neural networks

Fully connected and convolutional 
architectures and their relationship

Inductive bias
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Fully connected networks

(This is a linear model, i.e., 
there is no activation 
function)
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What do you know about 
convolutional neural networks?

?
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CNNs: convolutions
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CNNs: convolutions
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CNNs: convolutions
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CNNs: architecture
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CNNs: architecture
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CNNs: architecture
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CNNs: pooling

https://www.geeksforgeeks.org/cnn-introduction-to-pooling-layer/
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CNNs: depth 

LeCun, Y., Bengio, Y., & Hinton, G. (2015). Deep learning. nature, 521(7553), 436-444.
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CNNs: a more precise breakdown

The building blocks of basic CNNs are: 

- Convolutions: weight sharing + locality
- Pooling
- Depth 

The advantages of these architectural choices are:

- Weight sharing: reduced number of parameters w.r.t. fully connected layers
- Weight sharing + pooling + depth: translational invariance 
- Locality + depth: compositionality
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CNNs: reduced number of parameters

All other weights 
incoming to node B 
can be removed / 
set to zero

Convolution operation Equivalent network
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CNNs: reduced number of parameters
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CNNs: translational invariance

?



 

20

CNNs: translational invariance

Translational invariance = invariance to shift

Invariance of a transformation to shift/scale/rotation: if we apply the transformation 
to a shifted/scaled/rotated object, the output remains the same 

Equivariance of a transformation to shift/scale/rotation: if we apply the 
transformation to a shifted/scaled/rotated object, the outcome is 
shifted/scaled/rotated by the same amount .
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CNNs: translational invariance

transformation transformation transformation transformation

Adapted from https://towardsdatascience.com/sesn-cec766026179
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CNNs: translational invariance

cat cat

Whole CNN Whole CNN
=

The goal: translational invariance when considering the whole network 
(transformation = mapping of input to output)
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CNNs: translational invariance

We want translation invariant networks… but are convolutions in themselves 
translation invariant operations?

convolution convolution convolution convolution

or ?



 

24

CNNs: translational invariance

We want translation invariant networks… but are convolutions in themselves 
translation invariant operations?

They are translation equivariant

How can we then build networks that are translation invariant with them? 
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CNNs: translational invariance

We want translation invariant networks… but are convolutions in themselves 
translation invariant operations?

They are translation equivariant

How can we then build networks that are translation invariant with them? 

-> Pooling!
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CNNs: pooling

https://www.geeksforgeeks.org/cnn-introduction-to-pooling-layer/

Pooling is a locally translational invariant operation! (i.e., if we shift numbers 
within a subsquare, the outcomes remains the same)
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CNNs: depth 

LeCun, Y., Bengio, Y., & Hinton, G. (2015). Deep learning. nature, 521(7553), 436-444.
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CNNs: depth 

Ian Goodfellow, Yoshua Bengio, & Aaron Courville (2016). Deep Learning. MIT Press.
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CNNs: compositionality

Both shallow and deep networks are universal, that is they can 
approximate arbitrarily well any continuous function of d variables on 
a compact domain.
[...]
We show that the approximation of functions with a compositional 
structure can be achieved with the same degree of accuracy by deep 
and shallow networks but that the number of parameters are much 
smaller for the deep networks than for the shallow network with 
equivalent approximation accuracy

Mhaskar, H., Liao, Q., & Poggio, T. (2017, February). When and why are deep 
networks better than shallow ones?. In Proceedings of the AAAI conference on 
artificial intelligence (Vol. 31, No. 1).
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CNNs: compositionality

Olah, C., Mordvintsev, A., & Schubert, L. (2017). 
Feature visualization. Distill, 2(11), e7.
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Fully connected and 
convolutional neural networks

Fully connected and convolutional 
architectures and their relationship

Inductive bias
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“Solution” = function (mapping from input to output) as defined by the network 
architecture and its parameters

Inductive bias of CNNs: out of all possible “solutions”, the specific architecture of 
CNNs, together with its interaction with the dataset and choices about loss, 
initialization, etc, will only ever arrive at a specific subset of solutions. 

A CNN has its own way of solving a problem!
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What do you see?
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What do you see?
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Inductive bias of humans: we also have our own way! Because we have our own 
network architecture (the human visual cortex), trained from the moment we open 
our eyes.  

Is there a difference between the inductive bias of humans and CNNs in visual tasks? 
How could we test this? And why would we care?

?
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Geirhos, R., Rubisch, P., Michaelis, C., Bethge, M., Wichmann, F. A., & Brendel, W. 
(2018, September). ImageNet-trained CNNs are biased towards texture; 
increasing shape bias improves accuracy and robustness. In International 
Conference on Learning Representations.

Experiment:
Using “16-class-ImageNet”: samples of selected imagenet categories are grouped in 16 
broader categories: airplane, bear, bicycle, bird, boat, bottle, car, cat, chair, clock, dog, 
elephant, keyboard, knife, oven and truck (this is to simplify experiments with human 
participants).

Human participants + different ANN pre-trained on original imagenet dataset are 
asked to classify the samples in 16-class-Imagenet that underwent different 
alterations (original, greyscale, only edges, only silhouette, only texture)
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Experiment:
cue-conflict experiment (see paper)
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?
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CNNs: texture bias

Note that texture bias is not the only inductive bias of CNNs, but the one we will use 
as a running example and that we will discuss again when studying learning 
dynamics (next lecture) and transformers (4th lecture).  

The work of  Geirhos et al. (2018) has received scrutiny as well: 

Tartaglini, A. R., Vong, W. K., & Lake, B. M. (2022). A 
developmentally-inspired examination of shape versus texture 
bias in machines. arXiv preprint arXiv:2202.08340.
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CNNs: texture bias
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Preparation for next lecture:
Winner-takes-all networks 

General network producing 3 
different outputs

Additional network to decide 
which output ‘wins’, i.e., which 
action of decision to take

Output activates one of the 
three downstream systems

0.6 0.3 0.9

0 0 1
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Preparation for next lecture:
Winner-takes-all networks 

a_0 = 0.6 a_1 = 0.3

Δx_i = a_i + x_i,     x_i(0) =0

a_2 = 0.9

x_0(t) x_1(t) x_2(t) 
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Preparation for next lecture:
Winner-takes-all networks 

c_0 = 0.6 c_1 = 0.3

Δx_i = c_i * x_i,     x_i(0) =0

c_2 = 0.9

x_0(t) x_1(t) x_2(t) 


